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Abstract. The human visual system is thought to use features of in-
termediate complexity for scene representation. How the brain compu-
tationally represents intermediate features is unclear, however. To study
this, we tested the Bag of Words (BoW) model in computer vision against
human brain activity. This computational model uses visual word his-
tograms, candidate features of intermediate complexity, to represent vi-
sual scenes, and has proven effective in automatic object and scene recog-
nition. We analyzed where in the brain and to what extent human fMRI
responses to natural scenes can be accounted for by BoW representa-
tions. Voxel-wise application of a distance-based variation partitioning
method reveals that BoW representations explain brain activity in vi-
sual areas V1, V2 and in particular V4. Area V4 is known to be tuned
for features of intermediate complexity, suggesting that the BoW model
captures intermediate-level scene representations in the human brain.
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1 Introduction

The human visual system transforms low-level features in the visual input into
high-level concepts such as objects and scene categories. Much is known about
the computation of low-level visual features such as color and orientation [1-3].
How these low-level features are transformed into high-level object and scene
percepts, however, has not yet been clarified. One possibility is that the visual
system first creates intermediate representions of the visual input, and then
transforms these into full object and scene representations. In neural models of
vision, such intermediate features are deemed important for scene categorization
because they have a good trade off between frequency and specificity [4].

Recent computational models of vision use this idea of hierarchical visual pro-
cessing for real world image categorization. The HMAX model [7], for example,
is a biologically plausible model that uses features of intermediate complexity
for object recognition. In computer vision, the Bag of Words model (BoW) is a
successful model for scene classification. The key idea behind this model is to
quantize local SIFT features [15] into visual words, which are abstractions of



frequently occurring and distinctive image patches such grass, sand and bricks
[10]. An image is then represented by a histogram of visual words. The BoW out-
performs the HMAX model on many scene classification tasks such as TRECvid
[20] and PASCAL [21], in some cases even approaching human classification
performance [23].

In this work we hypothesize that the human visual system uses intermediate
features for scene representation and that the BoW model provides a suitable
computation thereof. We expect to find areas in the brain where activity is ac-
counted for by BoW representations of visual input. In particular, we expect to
find this for areas beyond early visual cortex where increasingly complex infor-
mation is processed. To test this, we record fMRI responses of several subjects
to natural scenes, and search the fMRI volumes for voxels that are significantly
explained by BoW representations.

Finding visual word representations in the brain is challenging for two rea-
sons. First computational and neural representations are heterogeneous and at
the same time high-dimensional. Second, visual word histograms build on SIFT
features, and hence these need to be dissociated in a proper manner. We address
the first challenge by considering dissimilarity matrices [11], and the second is
resolved by applying variation partitioning [12] on these dissimilarity matrices to
compute the unique contributions of SIFT features and visual word histograms
in explaining brain responses.

The paper is set-up as follows. In section 2 we address representations of
visual scenes and brain responses. In section 3 we outline the dissimilarity based
variation partitioning method. In section 4 we present our results, with discussion
and conclusions in section 5.

2 Representation of visual scenes and brain responses

2.1 Visual scene representation

The first step in the BoW model is extraction of SIFT [15] features from the
visual input. Here the SIFT representation of an image Ik is denoted by xk =
f1, ...., fN where fn is a 128 dimensional SIFT vector at N interest points in the
image. We use dense sampling with 2 pixel spacing and concatenate all local
SIFT vectors into a 128 ∗N dimensional vector.

Secondly, a dictionary of visual words [10] is learned from an independent set
of scenes. We use k-means clustering to identify cluster centers cm = c1, ..., cM
in SIFT space, where m = 1, ...,M denotes the number of clusters centers.

All patches in a new image are assigned to the most similar word and the
image is represented by counting the occurrences of all words. This results for
image Ik in a visual word histogram wk = h1, ..., hM where each bin hm indicates
the number of times the word cm is present in the image. We use the PASCAL
VOC 2007 [21] dataset to create a codebook of dimension M = 4000.



2.2 fMRI response representation

fMRI responses to 72 images from several categories(mountains, buildings, forests,
industries, highways and beaches) are used. The images were shown 9 times to
4 subjects while MRI volume scans of 91 × 109 × 91 voxels were acquired.

The resulting single trial scans were subjected to voxel-wise event-related
GLM analysis. This results for each voxel in a beta coefficient, denoting the
magnitude of the voxel which are averaged across trials. For each voxel, the
local multivariate BOLD response is established using searchlight technique [11]
resulting in yk = v1, ...vS where S denotes the number of voxels within a spherical
sphere of radius = 2.5mm, resulting in S = 27 voxels.

3 Variation Partitioning using dissimilarity matrices

We use distance-based variation partitioning [14] to study the contribution of
visual word histogram independently of SIFT features in explaining fMRI re-
sponses to visual scenes.

We construct distance matrices X,W and Y for our K = 72 images based on
SIFT features x1, ..,xK , visual word histograms w1, ...,wK and fMRI responses
y1, ...,yK respectively. Each element in this matrices denotes pair wise distance
between the K images.

The variation partitioning [16] algorithm determines the unique contribution
of SIFT distance matrix X and visual word histogram distance matrix W in
explaining the brain activity distance matrix Y.

First we determined the explained variance of Y by the combination of X and
W, R2

Y |X+W done on the basis of the predicted response ŶX+W resulting from
the regression of X and W together on Y. Similarly the fraction of Y explained
by X independently based on ŶX is R2

Y |X and fraction that is explained by W

independently based on ŶW is R2
Y |W .

Unique contributions of SIFT and visual word histograms in explaining local
brain activity are computed by subtracting the R2

Y |X from R2
Y |X+W and R2

Y |W
from R2

Y |X+W respectively. Note that these statistics are the canonical equivalent

of the regression coefficient of determination, R2 [16].

4 Results

4.1 Subject specific results

We used distance based variation partitioning to determine the unique contri-
bution of visual word histograms in explaining fMRI responses independent of
the contribution of SIFT features. We report only clusters with a minimum of
25 contiguous voxels with significant correlations (p < 0.05, ALPHASIM [24]).
Figure 1 shows for each subject the amount of explained variance by SIFT (red)
and visual word histograms (blue).



Fig. 1. A. Brain map showing voxelwise the fraction of brain activity explained
uniquely by SIFT features (red) and visual word histograms (blue) for four subjects.

SIFT features correlate with brain responses in multiple brain areas. These
areas include primary visual cortex (extraction of low-level features), mid-level
level areas such as the Lateral occipital cortex (involved in object processing),
and higher-level areas such as Parahippocampal gyrus (encoding and recognition
of scenes). For the four subjects, the explained variance peaks at 4% and is
located at different brain areas (Occipital Pole, Occipital fusiform gyrus, Lateral
Occipital Cortex and Lingual gyrus).

Visual word histograms also account for brain activity at multiple brain re-
gions, but the regions tend to concentrate in the primary and extrastiate visual
cortex areas. In addition, compared to SIFT features, visual word histograms
explain much more brain activity, up to 11%. Interestingly, for three out of four
subjects the maximum explained variances is found in adjacent regions in the
primary and extrastriate visual cortex. These results suggest a locus in the visual
cortex and consistency across subject for visual words histograms.

4.2 Across subject averages

As averaging fMRI responses across subject may enhance response signals, we
repeated our analysis on subject-averaged fMRI responses. As before, figure
2 shows the uniquely explained variances by SIFT features and visual word
histograms. The maximum explained variance by SIFT features is (5%) and by
visual word histograms (21% ). This difference in peak explained variance is
striking, and suggest that visual word histograms indeed capture information
processed in the visual brain. Moreover the peak explained variance by SIFT
features occurs slightly earlier in the visual hierarchy compared to the area where
the peak explained variance by visual word histograms emerges. Although the
difference is subtle, it is in line with the idea that the computation of SIFT
features precedes that of visual word histogram.

Table 1 shows explained variances averaged across predefined regions of in-
terest. The data confirm that the highest explained variances are found in V4



Table 1. Number of significant voxels and explained variance for ROI across subject
averages

No of Significant Voxels Max Explained Variance

VWH SIFT VWH SIFT

V4 388 145 20.81 3.58

V123 1032 983 20.8 4.65

IPL 494 290 10.84 5.5

TO 263 0 10.2 0

AnteriorTemporal 81 102 4.64 3.93

LGN 34 0 4.42 0

PT 40 26 3.39 2

LO 0 49 0 2.7

SPlobule 0 0 0 0

Area5 0 0 0 0

Area7 0 0 0 0

and adjacent areas. In addition, the data show that brain activity in the vast
majority of voxels in V4 is accounted for by visual word histograms, whereas sig-
nificant voxels in area V1, V2 and V3, are due to both visual word histograms
and SIFT features (which only account for a small fraction of the the MRI
responses). Brain activity in higher level areas such as the Inferior Temporal
Lobule, Anterior Temporal, and Temporal Occipital is also explained by SIFT
features and visual word histograms, but in fewer voxels and to a lesser extent. .

5 Discussion and conclusion

The success of models such as HMAX and BoW may be attributed to their use
of features of intermediate complexity. The BoW model [17] in particular has
proven capable of learning to distinguish visual objects from only fifty to five
hundred labeled examples in a fully automatic fashion and with good recognition
rates. This makes the BoW model a candidate computational model of interme-
diate visual processing in the brain. Our results indicate that our brain is capable
of representing scenes in ways similar to BoW, in particular areas such as V4
which have previously been associated with intermediate visual representations
[25].

From a neural perspective, the two bag-of-words computational steps that
we tested in this paper are interesting. First, the Bag of Words model relies on
multi-scale and multi-orientation features. These features are often represented
as Scale Invariant Feature Transform (SIFT) features [15]. Although SIFT fea-
tures originate from computer vision, their inspiration goes back to Hubel and
Wiesels simple and complex receptive fields [2], and Fukushima’s Neocognitron
model [12]. SIFT features thus have an embedding in the visual system, raising
the biological plausibility of the Bag of Word representations.

Second, the vector quantization of SIFT features into visual words is a form
of feature abstraction that is new and untested in cognitive neuroscience. Vi-



Fig. 2. Visualization of brain activity explained uniquely by SIFT features (red) and
Visual word histograms (blue) for average subject responses. Note that SIFT and Visual
word histograms explain brain activity in non overlaping regions.

sual words can be conceived of as higher-level visual building blocks composed
of receptive fields. In fact, in analogy to the reconstruction of receptive fields
from natural images [19], visual words are constructed from natural scenes by
identifying frequently recurring informative and distinctive image patches. Be-
ing compact and rich visual descriptors, visual words may allow for sparse and
intermediate representations of objects and scenes.

Furthermore, the histogram of visual words may facilitate scene gist percep-
tion, which occurs rapidly and early in visual processing [26, 27]. While there
is evidence that simple low-level regularities such as spatial frequency [13, 19],
colour [8] and local edge alignment [6, 18] underly scene gist representation, it is
hitherto unknown whether and how mid-level features facilitate scene gist per-
ception. It has been proposed that global receptive fields in V4 and IT are tuned
to spatial patterns of orientations and scales (such as SIFT features) across the
entire image, and that they compute scene gist [5]. This is in accordance with
the localization and confines of visual word histograms representations in V4.

There a number of open standing questions that we will address in the future.
At the level of analysis, the type of SIFT sampling, the number of visual words,
the distance measures used in computation of the dissimilarity matrices and so on
might give rise to interesting results. More generally, it is interesting to study the
repeatability of our results when creating visual words based on other data sets
and when using fMRI responses to a wider range of natural scenes. Preliminary
results show that there is indeed consistency in detected brain regions.
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